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Abstract— Automatic detection of programmer difficulty can 
help programmers receive timely assistance. Aggregate statistics 
are often used to evaluate difficulty detection algorithms, but this 
paper demonstrates that a more human-centered analysis can lead 
to additional insights. We have developed a novel visualization tool 
designed to assist researchers in improving difficulty detection 
algorithms. Assuming that data exists from a study in which both 
predicted programmer difficulties and ground truth were 
recorded while running an online algorithm for detecting 
difficulties, the tool allows researchers to interactively travel 
through a timeline showing the correlation between values of the 
features used to make predictions, difficulty predictions made by 
the online algorithm, and ground truth. We used the tool to 
improve an existing online algorithm based on a study involving 
the development of a GUI in Java. Episodes of difficulty predicted 
by the previously developed algorithm were correlated with 
features extracted from participant logs of interaction with the 
programming environment and web browser. The visualizations 
produced from the tool contribute to a better understanding of 
programmer actions during periods of difficulty, help to identify 
specific issues with the previous prediction algorithm, and suggest 
potential solutions to these issues. Thus, the information gained 
using this novel tool can be used to improve algorithms that help 
developers receive assistance at appropriate times. 
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I. INTRODUCTION 
Previous work suggests that automatic instantaneous 

detection of programmer difficulty can promote the help given 
to software developers and students [1], which in turn can 
increase productivity and learning. Aggregate statistics from 
previous research efforts have identified promising methods for 
difficulty detection, but more work is needed in order to fully 
understand what causes false positive and false negative 
difficulty predictions. In this paper, we take an alternative 
approach to analyzing mined programmer data not yet explored 
in the literature. Using a more human-centered style of analysis 
aided by a visualization tool that we developed for use by 
researchers, we examine the correlation between programmer 
actions and difficulty faced by specific representative 
programmers in a study.  

II. STUDY 
In the study, 15 mid- to advanced-level CS students at UNC-

Chapel Hill were asked to complete a programming task 
involving the use of the Java AWT/Swing APL. A Firefox plug-
in was used to track the participants’ web history, and the 

Fluorite tool [2] extended with our difficulty prediction code was 
used to gather the participants’ programming commands in the 
Eclipse programming environment. An online algorithm 
developed by us [1] made predictions of whether the participants 
were facing difficulty as they were completing the task. 
Participants were able to correct these difficulty predictions, ask 
for help, and classify a difficulty as having to do with the high-
level design of the solution, not understanding the Java Swing 
API, or an inability to get the right output. Not all difficulties 
were classified. More details of the study are given in [3, 4]. 

III. DATA ANALYSIS AND VISUALIZATION 
Our online algorithm divides the raw log of programmer 

actions into segments and calculates, for each segment of the log, 
ratios of five classes of user commands: edit (i.e. inserting or 
deleting code), debug (i.e. using the debug tool in Eclipse), focus 
(i.e. focusing in and out of Eclipse), navigation (i.e. navigating 
within Eclipse), and remove-class (i.e. deleting a class in 
Eclipse). These command classes are intended to cover the 
breadth of interactions that occur while programming. The ratios 
represent the number of commands of a certain class that 
occurred relative to the total number of commands during that 
segment. In addition, we calculated the number of web links 
traversed during a segment - a feature not used in the existing 
prediction algorithm. 

To help understand and refine the correlation between the 
existing features, web links, and ground truth, we extended a 
visualization tool we had implemented previously [5]. The 
extended tool shows the values of programmer command ratios 
at different times along with the number of web links visited, the 
predicted difficulty level, the actual difficulty level based on 
corrections and observations, and the type of difficulty. We used 
the tool to visualize and analyze the interactions of 
representative programmers from the study. Figure 1 shows the 
visualizations for three of these programmers. The green bars 
represent normal progress and the pink bars represent difficulty 
points. The code W(number) shows the number of web links 
traversed during the corresponding segment. The Type bar 
presents the type of difficulty faced by the programmer, 
displaying red dots for design, yellow dots for incorrect output, 
and teal dots for API (Fig. 1, P22). Additional black dots 
represent insurmountable difficulty (i.e. difficulty accompanied 
with help requests; Fig. 1, P18). 

Our visualizations showed that during the vast majority of 
segments, programmers did not face difficulty, which should be 
expected if the task is appropriate for the skill levels of the 
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subjects. They also showed that some difficulties were detected 
by the existing algorithm, though there were some false 
negatives, which is consistent with previous findings [1].  

Our visualization-based analysis of individual interactions 
also revealed information that was not accessible via previous 
analysis of aggregate statistics provided by Weka. The plots 
revealed that web accesses and debug commands went up and 
edit commands went down during periods of difficulty (Fig. 1). 
However, the command usage patterns surrounding difficulty 
episodes were programmer independent. Some people faced 
more difficulties than others: for instance, one participant (P29) 
had more than ten difficulty episodes,  the vast majority of which 
were correctly predicted by the algorithm, while another (P18) 
had only three difficulty episodes, none of which were predicted. 
Interestingly, all false negatives in the plots show web links 
traversed during the associated segments. Web links were 
traversed for all difficulty types, not just API-related issues as 

we originally anticipated. This indicates that programmers are 
seeking help online for all types of difficulties faced and 
suggests that web links could be a useful feature to incorporate 
in the prediction algorithm in the future. This insight led to a 
refinement of the algorithm that improved it [3]. 

In addition, the plots showed that difficulties associated with 
API, design and incorrect output occurred almost equally and 
incorrect output difficulty was predicted correctly more often 
than API or design difficulties. Insurmountable difficulties were 
shown to be less common than surmountable difficulties. We 
could not visually see strong correlations between the other 
features used in the existing algorithm (focus, navigation, and 
remove-class), which may have to do with the specifics of the 
API-oriented GUI task. 

 

 
Fig. 1.  Interactive visualization of programmer interactions for participants 18, 22, and 29.  The line graphs for P22 and P18 are filtered to only show 

edit command ratios over time; P29’s graph shows debug command ratios.

IV. CONCLUSIONS AND FUTURE WORK 
Visualizing individual feature-prediction timelines furthers 
intuitive understanding of the prediction process and is an 
alternative to the textual aggregate analysis provided by general 
purpose analysis tools such as Weka [6]. More importantly, it 
provides a way to pinpoint issues with specific predictions made 
by an existing algorithm (e.g. the algorithm’s failure to predict 

specific participants’ difficulty episodes) and suggests solutions 
for improvement (e.g. using web links as a feature). We need to 
further study these visualizations and analyze the trends we see 
using quantitative statistics such as information gain. Thus, the 
information gleaned from this analysis can inform the 
development of difficulty prediction algorithms that can help 
developers and students receive assistance at appropriate times.  
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